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Prometheus github #Blif: https://github.com/coreos/kube-prometheus

Hii56P

1.MetricServer : fZkubernetes gt E1E/HIE MHIFESEE, IWESHELSkubernetes EEHAI(EH, 4]
kubectl,hpa,schedulerZs, 2.PrometheusOperator.: E—1NEZHINFIZR TERE, HFFELEH0E,
3.NodeExporter : [HF&Enode fIF5EEE/SkAZEIE, 4.KubeStateMetrics.: {{Ekubernetes ZEEFX & EXT541
15, FEEZHNY, 5.Prometheus. RfFpull FztyiZapiserver, scheduler, controller-manager, kubeletZGf4#&¢
18, Eihttp ik1E4), 6.Grafana : ZoJHtEHER LT HIEIZFE.,

ELES TS

git clone https://github.com/coreos/kube-prometheus.git
cd /root/kube-prometheus/manifests

{Z2X grafana-service.yaml 3{%, {#F nodepode AR ifIA grafana:

vim grafana-service.yaml
apiVersion: vi
kind: Service
metadata:
name: grafana
namespace: monitoring

spec:
type: NodePort IS
ports:
- name: http
port: 3000

targetPort: http

nodePort: 30100 #HHMIAE
selector:

app: grafana

{E2% prometheus-service.yaml, 73 nodepode

vim prometheus-service.yaml
apiVersion: vi
kind: Service
metadata:
labels:

prometheus: k8s


af://n2
https://github.com/coreos/kube-prometheus
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name: prometheus-k8s

namespace: monitoring

spec:
type: NodePort
ports:
- name: web
port: 9090

targetPort: web

nodePort: 30200
selector:

app: prometheus

prometheus: k8s

{Z2X alertmanager-service.yaml, 3 nodepode

vim alertmanager-service.yaml
apiVersion: vi
kind: Service
metadata:
labels:
alertmanager: main
name: alertmanager-main
namespace: monitoring
spec:
type: NodePort

ports:
- name: web
port: 9093

targetPort: web
nodePort: 30300
selector:
alertmanager: main
app: alertmanager

Horizontal Pod Autoscaling

Horizontal Pod Autoscaling BJLAfRIE CPU FIFBZEREN{#458— Replication Controller, Deployment k&
Replica Set Hf§ Pod =

kubectl run php-apache --image=gcr.io/google_containers/hpa-example --requests=cpu=200m --expose
--port=80

SUER HPA SIS - 1B RIS I
kubectl autoscale deployment php-apache --cpu-percent=50 --min=1 --max=10

lamss, EEREHRNE
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https://git.k8s.io/community/contributors/design-proposals/horizontal-pod-autoscaler.md#autoscaling-algorithm

$ kubectl run -i --tty load-generator --image=busybox /bin/sh
$ while true; do wget -q -O- http://php-apache.default.svc.cluster.local; done

ZFiFFRE - Pod

Kubernetes Y& RAIBRHISEIR LRiEi cgroup Fi=HIRY, cgroup RE=RII—HRAFRIEHIAZMEIETTHIZN
HXEERS. HYAE. CPU HISFNRSEEREIIRAY cgroup

RIAMERT, PodiEfTieH CPU HINTFRIBRE. XEHERFHEEM Pod 1SEEIZIGMITIZ Pod FRATERIT =—
¥, iHREEBSH CPUHINE . —RSHNFRLNA pod FRHTHERES, ZNMFRREHRiEE
resources Y requests f limits 3RSCH

spec:
containers:

- image: xxxx
imagePullPolicy: Always
name: auth
ports:

- containerPort: 8080
protocol: TCP
resources:
limits:
cpu: "4"
memory: 2Gi
requests:
cpu: 250m
memory: 250Mi

requests EFSERIEIR, limits ARSBERPVHRRE. DLAGREEHNGETRXE

HlFFRH - RIR=E
I. R

apiVersion: vi
kind: ResourceQuota
metadata:
name: compute-resources
namespace: spark-cluster
spec:
hard:
pods: "20"
requests.cpu: "20"
requests.memory: 100Gi
limits.cpu: "40"
limits.memory: 200Gi


af://n42
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O, BEYREEEHRE

apiVersion: vi
kind: ResourceQuota
metadata:
name: object-counts
namespace: spark-cluster
spec:
hard:
configmaps: "10"
persistentvolumeclaims: "4"
replicationcontrollers: "20"
secrets: "10"
services: "10"

services.loadbalancers: "2"

. #ZE CPU # AITF LimitRange

apiVersion: vi
kind: LimitRange
metadata:

name: mem-limit-range

spec:
limits:
- default:
memory: 50Gi
cpu: 5
defaultRequest:

memory: 1Gi
cpu: 1
type: Container

o default BP limit B9(E
e defaultRequest B request fY{E

118 prometheus

prometheus X RAY nodeport i%79 30200, iflE http://MasterIP:30200
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< C O @ 72| 192.168.92.56:30200/graph?g0.range_input=1h&g0.expr=8&g0.tab=1 B oy B 2 e O :

O Enable query history

Expression (press Shift+Enter for newlines)

m - insert metric at cursor - v

Graph  Console

Element Value

no data

Add Graph

iBidiAIAE http://MasterIP:30200/target AJLAFZ prometheus B4 EINERE LT k8s AY apiserver

Remove Graph

<« C O © =2 192.168.9256:30200/targets B ow B 2% O

Al Unhealthy
monitoring/alertmanager/0 (3/3 up) EXY
Scrape
Endpoint State Labels Last Scrape Duration Error
http://10.244 1.221:9093/metrics upP endpoint="web" | instance="10.244.1.221:9093" JENENIZYEF:lolo} 10.2ms
Jjob="alertmanager-main™
g ] poi--slrimanager main - | sorvico—i4
http://10.244.1.223:9093/metrics UP endpoint="web"~ | instance="10.244.1.223:9093" [EE:WAITIETele} 5.425ms
namespace="monito
g™ [ poi-torimanoger main - [ sorvics-~ai
http://10.244.2.198:9093/metrics upP endpoint="web" | instance—"10.244.2.198:9093" [N F=lele] 21.58ms
job—"alertmanager-main" | namespace—"monito
ing [ por—termanager-naint | ervice=ad
monitoring/coredns/0 (0/0 up)
Endpoint State Labels Last Scrape Scrape Duration Error

&% service-discovery


http://masterip:30200/target

& C 0 @ +~&=2| 192.168.92.56:30200/service-discovery

Prometheus

Service Discovery

« monitoring/alertmanager/0 (3/24 active targets)

« monitoring/coredns/0 (0/23 active targets)

« monitoring/kube-apiserver/0 (1/9 active targets)

« monitoring/kube-controller-manager/0 (0/23 active targets)
« monitoring/kube-scheduler/0 (0/23 active targets)

« monitoring/kube-state-metrics/0 (1/24 active targets)

« monitoring/kube-state-metrics/1 (1/24 active targets)

« monitoring/kubelet/0 (3/23 active targets)

« monitoring/kubelet/1 (3/23 active targets)

« monitoring/node-exporter/0 (3/24 active targets)

« monitoring/prometheus-operator/0 (1/24 active targets)
« monitoring/prometheus/0 (2/24 active targets)

monitoring/alertmanager/0

Prometheus B 2RISR

& C O O F7=£| 192.168.92.56:30200/metrics

# HELP go_sgc_duration seconds & summary of the GO invocation durations.

# TVPE go_gc_duration_seconds summary

go_ge_duration_seconds {quantile="0"} 4. 9685e-05

go_gec_duration seconds {quantile="0, 25"} 0, 000103439
go_ge_duration_seconds {quantile="0. 5"} 0. 000156893

go_ge_duration_seconds {quantile="0. 75"} 0. 000335507

go_gec_duration seconds {quantile="1"} 1.8798800500000001
go_gc_duration_seconds_sum 2, 397239167

go_gc_duration_seconds_count 280

# HELP go_soroutines Number of goroutines that currently exist.

# TYPE go_goroutines gauge

go_goroutines 211

# HELP go_info Information about the Go environment.

# TYPE go_info gzauge

go_info{version="gol. 11.1°} 1

# HELP go_memstats_alloc_bytes Number of bytes allocated and still in use.
# TYPE go_memstats_alloc_bytes zauge

go_memstats_alloc_bytes 1. 23441456e-+08

# HELP go_memstats_alloc_bytes_total Total number of bytes allocated, even if freed.
# TYPE go_memstats_alloc_bytes_total counter
go_memstats_alloc_bytes_total Z2.3217160584e+10

# HELP go_memstats_buck_hash_sys_bytes Number of bytes used by the profiling bucket hash table.
# TYPE go_memstats_buck hash sys_bytes gauge
go_memstats_buck_hash_svs_bytes 2. 6T71772e+08

# HELP go_memstats_frees_total Total number of frees.

# TYPE go_memstats_frees_total counter

prometheus i WEB RE_LIZIH TEFRIED K8S LEfhE 4 POD AJ CPU EMIER, ERRMANT:

sum by (pod_name)( rate(container_cpu_usage_seconds_total{image!="", pod_name!=""}[1m] ) )



< C O A FTZ£| 192.168.92.56:30200/graph?g0.range_input=1h8&g0.expr=sum%20by%20(pod na.. & ¥ @& @ Bae @ :

O Enable query history
sum by (pod_name)( rate(container_cpu_usage_seconds_total{image!="", pod_name!=""}[1m] ) )
A

Load time: 275ms
Resolution: 14s
Total time series: 50

m - insert metric at cursor - v

Graph = Console

- 1h [ + « | Untl » Res. (s) O stacked

LiRpE OB HMENE, iREE node-exporter £ prometheus HEANIBIEE, ETREIFRTLIES
grafana 8§, LIMERIFH webui BRENRT

ifla grafana

BE grafana [RSBRE|RIROS:

kubectl get service -n monitoring | grep grafana
grafana NodePort 10.107.56.143 <none> 3000:30100/TCP 20h

W ERILAEZ) grafana RUIROS 2 30100, NEEERiAIE http://MasterIP:30100 FBFZZEELA admin/admin



af://n95
http://masterip:30100/

192.168.92.56:3

Forgot your password?

Grafana

https://blog.csdn.net/networken

L BE s i

Home Dashboard

Kubernetes cluster monitoring (via Prometheus)

Grafana metrics

. Prometheus 2.0 Stats

https://blog.csdn.net/networken

RINEYREIR grafana BIABEIRINT Prometheus £iER, grafana HIFSHEFELIRER, SHiRREEEE
HEiDmIEES
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<« C 0 O FZ&=2| 192.168.92.56:30100/datasources B % &

# Configuration

€ Data Sources & Users &1 Teams & Plugins == Preferences A, API Keys

+ Add data source

Configuration

& Data Sources
Users
prometheus
Teams :
Plugins

Preferences

API Keys

Server Admin

Prometheus #iRERAEXSE]:

Data Sources / prometheus

= Settings H D ERGEG

Disclaimer. This datasource was added by config and cannot be modified using the Ul. Please contact your server admin to update this datasource.

prometheus DT

Prometheus

HTTP

URL http://prometheus-k8s.monitoring.svc:9090

Access Server (Default)

Auth

Basic Auth O With Credentials

TLS Client Auth O With CA Cert

1.net/networken

BB 7T EER:



Data Sources / prometheus

5= Settings 22 Dashboards

Disclaimer. This datasource was added by config and cannot be modified using the Ul. Please contact your server admin to update this datasource.

prometheus @ Default

Prometheus

CloudWatch
Elasticsearch
HTTP Graphite

InfluxDB

URL Microsoft SQL Server
MySQL

Access OpenTSDB
PostgreSQL
Prometheus hitps 1.net/networken




	相关地址信息
	组件说明
	构建记录
	Horizontal Pod Autoscaling
	资源限制  - Pod
	资源限制 - 名称空间
	Ⅰ、计算资源配额
	Ⅲ、配置 CPU 和 内存 LimitRange

	访问 prometheus
	访问 grafana

